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Abstract

Concrete compressive strength is a principal indicator of concrete quality, but standardized
testing requires specimen preparation, controlled curing, equipment, and time. This study
develops and internally evaluates a K-Nearest Neighbor (KINN) regression model for rapid
strength estimation from mixture composition and curing age. The UCI Concrete
Compressive Strength dataset contained 1,030 records; removing 25 repeated records yielded
1,005 unique observations with eight original predictors and compressive strength as the
response. LogAge, Water-Cement Ratio, and Total Aggregate were added as engineered
predictors. The cleaned data were divided into 80% training and 20% testing subsets, while
data-dependent preprocessing and hyperparameter selection were performed using the
training data only. Odd k values from 1 to 41 were assessed by 10-fold cross-validation
repeated five times. The minimum cross-validated error occurred at k = 3. On the held-out
test subset, the final model achieved an R? of 0.88, RMSE of 5.56 MPa, and MAE of 3.74
MPa. LogAge, Water-Cement Ratio, and cement content had the largest absolute
correlations with strength, although these correlations are descriptive rather than KNN-
specific importance measures. The results show that a tuned and standardized KNN model
can provide useful preliminary strength estimates within the represented data domain.
However, the model is intended to support mixture screening and quality-control decisions,
not replace standardized laboratory testing. External validation and comparison with
alternative algorithms are required before broader deployment.

Keywotds: Concrete Compressive Strength, KNIN Regression, Hyperparameter Tuning, Feature Engineering, Predictive
Modeling.

Introduction

Concrete is one of the most widely used construction materials because its constituent
materials are generally accessible, its fresh mixture can be formed into diverse structural
configurations, and its mechanical properties can be designed for different service requirements.
Among these properties, compressive strength is a principal indicator for evaluating concrete
quality, structural capacity, and conformity with specified design performance. Reliable
information on compressive strength is therefore important for mixture design, construction
control, acceptance decisions, and the long-term safety of concrete structures. Insufficient
strength may indicate inappropriate material proportions, inadequate curing, or variability in
production, whereas unnecessarily high target strength may increase material consumption and
cost. Consequently, estimating strength accurately is not merely a computational exercise; it
supports the broader objective of producing concrete that is safe, economical, and consistent
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with engineering requirements. Indonesian studies have likewise discussed mixture proportioning,
aggregate selection, and compressive-strength assessment in local construction contexts (Arman,
2018; Herdiansyah & Pangaribuan, 2013; Risdiyanto, 2013).

Compressive strength is conventionally determined by casting concrete specimens, curing
them under specified conditions, and loading them to failure using a compression-testing
machine. This standardized procedure remains indispensable for compliance verification because
it directly measures the mechanical response of the tested specimen. Nevertheless, laboratory
testing requires specimen preparation, controlled curing, calibrated equipment, trained personnel,
and a waiting period before strength at the required age becomes available. Test results may also
be affected by specimen geometry, compaction, curing conditions, testing procedures, and
material variability. A predictive model can complement this process by providing an eatly
estimate based on available mixture information. Such an estimate may help identify potentially
unsuitable mixtures, compare alternative compositions, plan confirmatory testing, and support
preliminary quality-control decisions. It should, however, be treated as decision support rather
than a replacement for standardized laboratory verification.

The development of concrete strength is governed by interactions among its ingredients and
curing history. Cement content contributes to the formation of hydration products, while water
enables hydration but may increase capillary porosity when used excessively. The water—cement
ratio is therefore a physically meaningful indicator because it represents the balance between
available water and cementitious binder. Blast-furnace slag and fly ash can contribute to later-age
strength through hydraulic or pozzolanic reactions, although their effects depend on replacement
level and curing age. Superplasticizer can improve workability at a lower water content, while
coarse and fine aggregates influence packing, stiffness, and the interfacial transition zone. Age is
also essential because strength generally increases rapidly during early hydration and then
develops more gradually. These simultaneous effects create nonlinearities and interactions that
cannot be represented adequately by interpreting each component independently (Yeh, 1998;
Young et al., 2019).

The dataset introduced by Yeh and distributed through the UCI Machine Learning
Repository provides a widely used benchmark for investigating this relationship (Yeh, 1998,
2007). It contains 1,030 observations, eight input variables (cement, blast-furnace slag, fly ash,
water, superplasticizer, coarse aggregate, fine aggregate, and curing age) and concrete
compressive strength as the response. The data cover heterogeneous mixture compositions and
ages, making them appropriate for regression studies in which the response is generated by
several interdependent factors. Yeh (1998) demonstrated early that artificial neural networks
could represent the nonlinear relationship more effectively than conventional regression
formulations in the studied setting. Subsequent investigations have used the same or related
concrete datasets to compare statistical learning, neural networks, support vector machines,
model trees, ensemble learners, and optimization-assisted algorithms (Al-Shamiri et al., 2020;
Asteris et al., 2021; Behnood et al., 2017; Chou et al., 2014; Pakzad et al., 2023; Rathakrishnan et
al., 2022; Wan et al., 2021; Zhang et al., 2024).

The growing use of machine learning in concrete research is motivated by its ability to learn
flexible relationships from observed data without requiring a fully specified mechanistic equation.
Chou et al. (2014) demonstrated the value of data-driven analysis across concrete-strength
datasets, while Behnood et al. (2017) used an M5P model tree to obtain interpretable piecewise
predictions. Other studies have examined regularized extreme learning machines, ensemble
surrogate models, boosting algorithms, and interpretable learning frameworks (Al-Shamiri et al.,
2020; Asteris et al., 2021; Pakzad et al., 2023; Rathakrishnan et al., 2022; Zhang et al., 2024). Li et
al. (2023) combined a review of the field with a gradient-boosting regression approach,
illustrating the increasing emphasis on both predictive performance and the contribution of
mixture variables. Collectively, these studies show that machine learning can capture complex
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strength patterns. They also show that reported performance depends on data quality,
preprocessing, feature representation, validation design, and hyperparameter selection rather than
solely on the name of the algorithm. Recent explainable-machine-learning research similarly
emphasizes that predictive accuracy should be accompanied by interpretable assessment of
mixture variables (Sapkota et al., 2025).

Evidence from laboratory and field data also indicates that high predictive accuracy on a
benchmark dataset does not automatically guarantee performance under different production
conditions. DeRousseau et al. (2019) found that models trained on field-acquired data behaved
differently from models trained only on laboratory data, highlighting the effect of population and
measurement differences. Young et al. (2019) similarly examined a large field dataset and showed
that mixture proportions contain valuable predictive information, while also emphasizing the
complexity and variability of actual concrete production. Dimensionality reduction and feature
selection can further affect model behavior because removing information may simplify the
predictor space but can also eliminate variables that contribute to local prediction (Wan et al.,
2021). These findings underline the need for a transparent validation strategy and cautious
interpretation. A model developed using the UCI dataset should be presented as internally
validated for that data environment unless its generalizability has been assessed using
independent external data.

K-Nearest Neighbor Regression provides a comparatively simple, nonparametric approach
for modeling nonlinear response patterns. For a new observation, KNN identifies the k training
observations with the smallest distances in the predictor space and estimates the response from
their observed target values. The method does not require a predefined global functional form,
which is useful when observations with similar standardized mixture compositions and curing
ages are expected to exhibit comparable strength behavior. Its prediction mechanism is also
easier to explain than that of many multilayer or ensemble architectures. Instance-based learning
has been shown to be applicable to material-strength prediction, supporting the use of
neighborhood information for concrete and rock responses (Hsieh, 2021). However, simplicity
does not imply that KINN is automatically reliable. Its performance is strongly affected by the
representation of predictors, distance calculation, data density, and the selected neighborhood
size. The broader use of KNN in classification, regression, forecasting, and recommendation
settings also illustrates the portability of neighborhood-based learning, although performance in
one domain does not establish validity in another (An et al., 2019; Banjarsari et al., 2015; Daulay,
2024; Fadilla et al., 2018; Thzaniah et al., 2023; Nanja & Purwanto, 2015; Rahardja et al., 2019;
Ritonga et al., 2024).

Preprocessing is particularly important because variables such as aggregate content and
superplasticizer are measured on substantially different numerical scales. Without centering and
scaling, variables with larger magnitudes can dominate Euclidean distance even when they are not
the most informative predictors. Redundant or strongly related features may also give
disproportionate weight to a particular physical characteristic. Conversely, domain-informed
feature engineering may improve representation when it summarizes relationships that are
meaningful in concrete technology. In this study, LogAge is used to represent the diminishing
rate of strength development over time, Water—Cement Ratio represents the physical balance
between water and cement, and Total Aggregate summarizes coarse and fine aggregate content.
These engineered variables require careful evaluation because their usefulness must be established
through predictive validation rather than correlation alone.

The number of neighbors, k, controls the balance between local sensitivity and smoothing. A
very small k can yield predictions that closely follow nearby observations but may be unstable and
sensitive to noise. A large k incorporates more observations and produces smoother estimates,
but it may average mixtures with different local characteristics and increase bias. Therefore, k
should not be selected arbitrarily or justified only by its performance on one test partition.
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Resampling methods provide a more defensible basis for tuning because each candidate is
evaluated repeatedly on different subsets of the training data. Repeated cross-validation can
reduce dependence on a single split and estimate how consistently a candidate neighborhood size
performs. The final test set must remain outside this tuning process so that it provides an
independent assessment of the selected model.

Despite extensive research on machine-learning prediction of concrete strength, much of the
literature emphasizes sophisticated ensembles, neural networks, or metaheuristic optimization
(Al-Shamiri et al., 2020; Asteris et al., 2021; Behnood & Golafshani, 2018; Fei et al., 2023; Li et
al., 2023; Pakzad et al., 2023; Rathakrishnan et al., 2022; Zhang et al., 2024). Comparatively less
attention has been given to a transparent KNN workflow that simultaneously integrates scale-
sensitive preprocessing, physically informed feature construction, systematic k selection, and
repeated cross-validation on the UCI benchmark. Some applied KNN studies select k without
sufficiently documenting the resampling procedure, while others report prediction metrics
without clarifying how preprocessing was separated between training and testing data. This
creates a methodological gap because an apparently accurate model may reflect a favorable data
split or information leakage rather than reproducible predictive performance. Transparent
reporting is especially important for distance-based models because apparently minor
preprocessing decisions can materially change neighborhood membership and resulting
predictions. Addressing this gap requires a workflow in which preprocessing and tuning are
learned from the training data and performance is subsequently evaluated on previously unseen
observations.

Accordingly, this study develops a KNN Regression model for predicting concrete
compressive strength from mixture composition and curing age. The analysis incorporates
LogAge, Water—Cement Ratio, and Total Aggregate as domain-relevant engineered features;
standardizes the predictor space for distance-based modeling; and selects k from a predefined
candidate grid using 10-fold repeated cross-validation. The selected model is evaluated using
Root Mean Squared Error (RMSE), Mean Absolute Error (MAE), and the coefficient of
determination (R?). The study contributes an accessible and reproducible KNN-based framework
that connects concrete-domain information with resampling-based parameter tuning. It also
evaluates whether a relatively simple local-learning method can provide useful predictive
performance without the complexity of larger ensemble or neural-network architectures. The
resulting predictions are intended to support preliminary mixture assessment and quality-control
planning while laboratory testing remains the authoritative basis for structural acceptance.

Method

The K-Nearest Neighbor (KNN) algorithm is a supervised learning method that uses labeled
observations to estimate an unknown response from nearby observations in the predictor space.
In regression, the response is continuous; therefore, the predicted concrete compressive strength
is obtained from the mean response of the selected neighbors. The method was retained because
it is transparent, makes no fixed parametric assumption about the functional relationship, and
provides a useful benchmark for mixture-based strength prediction (Hsieh, 2021). Its
performance, however, depends strongly on predictor scaling and on the selected number of
neighbors (k).

The analysis followed the research flow shown in Figure 1: data acquisition, integrity
checking, feature engineering, training-test partitioning, preprocessing, hyperparameter tuning,
final-model fitting, and evaluation on held-out data. The original KNN procedure was
maintained: (1) determine a candidate value of k; (2) calculate the distance between a query
observation and every training observation; (3) order the distances and retain the k nearest
observations; and (4) average their compressive-strength values to obtain the prediction. The
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model is intended as a rapid decision-support tool for preliminary estimation and mixture
screening, rather than as a replacement for standardized laboratory testing.

[ Data Collection ]—P[ Data Preprocessino H Model Develobment ]

v
[ Model Implementation ]4_ [ Results Analvsis H Model Evaluation ]

Figure 1. Research Flow Diagram
1. Data Collection

This study used the Concrete Compressive Strength dataset from the UCI Machine Learning
Repository (Yeh, 2007), originally compiled by Yeh (1998). The raw dataset contains 1,030
observations. Fach observation includes eight predictors: cement, blast-furnace slag, fly ash,
water, superplasticizer, coarse aggregate, and fine aggregate, all expressed in kg/m?, together with
curing age in days. The response variable is concrete compressive strength in MPa. These
variables represent the mixture composition and curing condition available before the response is
known, making them appropriate inputs for a supervised regression model.

Before modeling, variable names, data types, measurement units, missing values, and
repeated records were checked. No response value was used as a predictor. The distinct()
operation removed 25 repeated records, leaving 1,005 unique observations for descriptive
analysis and model development, consistent with the sample size reported in Table 1. Removing
exact duplicates prevents repeated rows from receiving unintended additional weight during
neighbor selection. Figure 2 presents a preview of the research data.

Cement Slag FlyAsh Water SP CoarseAgg FineAgg Age Strength
540 0 0 162 2.5 1040 676 28 80.0
540 0 0 162 2.5 1055 676 28 61.9
332. 142. 0 228 0 932 594 270 40.3
332. 142. 0 228 0 932 594 365 41.1
199. 132. 0 192 0 978. 826. 360 44.3
266 114 0 228 0 932 670 90 47.0
380 95 0 228 0 932 594 365 43.7
380 95 0 228 0 932 594 28 36.4
266 114 0 228 0 932 670 28 45.9
475 0 0 228 0 932 594 28 39.3

Figure 2. Research Data Preview
2. Data Cleaning and Feature Engineering

Feature engineering was performed to express established mixture relationships more
directly, not to correct an 'imbalanced' outcome, because class imbalance is not the relevant
concept for a continuous regression target. The descriptive analysis indicated strong right-
skewness in curing age and substantial differences in predictor scales. Three deterministic
features were therefore added: the natural logarithm of age (LogAge), the water-cement ratio
(WCR), and total aggregate content (TotalAgg). They were computed as:

LogAge = In(Age), WCR = 2'¢" = TotalAgg = CoarseAgg + FineAgg

Cement"’

LogAge reduces the leverage of very large curing ages while preserving their ordering. WCR
represents the balance between mixing water and cement, a domain-relevant quantity associated
with strength development, while TotalAgg summarizes the combined coarse- and fine-aggregate
content. Cement values were checked to be positive before computing WCR, so division by zero
did not occur. The eight original predictors and the three engineered variables were retained,
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resulting in 11 candidate predictors. This retention preserves the information used in the original
analysis; the predictive value of the combined representation was assessed through resampling
rather than assumed in advance.

3. Data Partitioning and Leakage Control

The 1,005 cleaned observations were divided into an 80% training subset and a 20% testing
subset using createDataPartition(). The partition was generated under a fixed random seed so that
the same allocation can be reproduced. The split was performed before estimating any data-
dependent transformation. All preprocessing parameters and the value of k were learned
exclusively from the training subset; the test subset remained unavailable until final evaluation.
This order is necessary because estimating a transformation or selecting a hyperparameter with
information from the test observations would produce data leakage and an optimistically biased
estimate of generalization performance (Kapoor & Narayanan, 2023). The influence of data-
splitting choices on reported performance has also been observed in applied machine-learning
evaluations (Prasetyo et al., 2024).

Because the response is continuous, the partitioning procedure was used to maintain a
broadly comparable strength distribution across the two subsets rather than to balance discrete
classes. The held-out test set represents an internal assessment of unseen observations from the
same dataset. It should not be interpreted as external validation across laboratories, geographic
regions, materials, or construction conditions.

4. Predictor Transformation and Standardization

KNN relies on distances and is therefore sensitive to measurement scale. Learned
transformations were fitted on the training data only and then applied unchanged to the testing
data. The engineered LogAge variable handled the strong skewness of curing age. For predictors
to which a Box-Cox transformation was applied, the transformation parameter was estimated
from strictly positive training values. Predictors containing zero values were not subjected to the
conventional Box-Cox transformation unless a documented positive offset was defined, because
the standard transformation requires positive inputs.

After transformation, every predictor was centered and scaled using the mean and standard
deviation estimated from the training subset. For observation i and predictor j, the standardized
value was:

Xij = Hj
5

Z,'j =

where xij denotes the transformed predictor value, p; is the training-set mean, and s;j is the
training-set standard deviation. The same p; and s;j values were used to standardize the test
observations. This step prevents variables measured on large numerical scales, such as aggregate
mass, from dominating the distance calculation.

5. KNN Regression Model

For a standardized query observation g, Euclidean distance to each training observation 1

was calculated across p predictors as:
P
d(xi, xg) =1/ 2 (2 — zg)?
j=1

The training observations were ordered from the smallest to the largest distance. If Nk(q)
denotes the set of k nearest training observations, the unweighted KINN regression estimate was
calculated as:
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e

yq=

2 i
1€ Nil(q)

where y; is the observed compressive strength of neighbor i. Thus, nearby observations
contribute equally to the estimate, while observations outside the selected neighborhood do not

contribute. A small k gives a flexible local fit but can be sensitive to noise; a large k produces
smoother estimates but may obscure local mixture-strength relationships.

6. Hyperparameter Tuning

The value of k was selected using repeated cross-validation conducted only within the
training subset. Odd candidate values from k = 1 to k = 41 were evaluated to cover highly local
through progressively smoother neighborhoods. Ten-fold cross-validation was repeated five
times: in each repeat, nine folds were used to fit the preprocessing steps and KINN model, and
the remaining fold was used for validation. The procedure was rotated across all folds, and
validation RMSE was averaged over the 50 resamples. The candidate with the smallest mean
cross-validated RMSE was chosen and used to refit the final model on the complete training
subset. Repetition reduces dependence on a single fold assignment, although uncertainty can
remain when validation samples are limited (Vabalas et al., 2019).

7. Model Evaluation and Diagnostic Analysis

The finalized model was evaluated once on the held-out test subset. Predictive performance
was summarized using root mean squared error (RMSE), mean absolute error (MAE), and the
coefficient of determination (R?). For n test observations, observed strengths yi, predicted
strengths Vi, and mean observed strength ¥, the metrics were defined as:

RMSE =

-1

n
yi=y?. MAE=7 2 1yi=Ji
| =

1

yi—vi)?

)
N
|
=
|
™Mo EMZ’

]
-

<
I

<

=

RMSE is expressed in MPa and gives greater weight to large errors, whereas MAE reports
the average absolute deviation in MPa and is less influenced by individual large errors. R?
describes the proportion of test-set variation represented by the predictions relative to prediction
by the test-set mean; it was interpreted together with RMSE and MAE rather than as a stand-
alone measure. Actual-versus-predicted and residual plots were also examined to identify
systematic underprediction, overprediction, or unusually large errors.

Absolute Pearson correlations between individual predictors and compressive strength were
reported as an exploratory ranking of marginal linear association. Because KINN predictions
depend jointly on distances across all predictors, these correlations are not model-specific
feature-importance scores and should not be interpreted as causal effects.

8. Computational Reproducibility

The workflow was implemented in R. The distinct() function was used to remove repeated
observations, while createDataPartition() and the resampling and training functions were used for
data partitioning, repeated cross-validation, and KNN fitting. The random seed, R version,
package names, and package versions used for the final run should be retained with the analysis
script so that the reported split, tuned k, and test metrics can be independently reproduced. No
test observation was used to determine transformation parameters or select k. The caret
framework provides the resampling and tuning infrastructure used in this workflow (Kuhn,
2008).
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Results and Discussion

1. Descriptive Statistics

The descriptive analysis was conducted on 1,005 unique observations after 25 repeated
records were removed from the original 1,030 observations. Each observation contains eight
original predictors representing mixture composition and curing age, together with concrete
compressive strength as the response variable. Table 1 summarizes the distribution, central
tendency, dispersion, and shape of the nine original variables before the engineered predictors
were added. This distinction between the raw and cleaned sample sizes resolves the apparent
discrepancy between the source dataset and the observations used for modeling.

Table 1. Descriptive Statistics of the Cleaned Data
Cement  Slag FhAsh  Water  SP CoarseAgg  FineAgs — Age  Strength
vars 1 2 3 4 5 6 7 8 9
n 1005 1005 1005 1005 1005 1005 1005 1005 1005
mean  278.63  72.04 5554 182.07 6.03 974.38 772.69 4586  35.25
sd 10435 86.17 6421 2134 592 77.58 80.34 63.73 16.28
median  265.0 20.0 0.0 185.7 6.1 968.0 780.0 28.0 33.8
trimmed 27019 60.01 4849 181.78 5.38 975.30 77542 3251 34.48
mad  110.69  29.65 0.00 18.83  8.24 68.64 67.75 31.13 15.90
min 102.00  0.00 0.00  121.75 0.00 801.00 594.00 1.00 2.33
max 540.0 3594  200.1 2470 322 1145.0 992.6 365.0 82.6
range  438.00 359.40 200.10 12525 3220  344.00 398.60 364.00  80.27

skew 0.56 0.85 0.50 0.03 0.98 -0.07 -0.25 3.24 0.39
kaurtosis  -0.44 -0.42 -1.37 0.15 1.67 -0.59 -0.12 11.87 -0.32
se 3.29 2.72 2.03 0.67 0.19 2.45 2.53 2.01 0.51

Table 1 shows that compressive strength has a mean of 35.25 MPa, a standard deviation of
16.28 MPa, and values ranging from 2.33 to 82.60 MPa. Its median of 33.80 MPa and skewness
of 0.39 indicate only moderate right-skewness in the response. In contrast, curing age is strongly
right-skewed (skewness = 3.24) and highly leptokurtic (kurtosis = 11.87): the median is 28 days,
while the mean is 45.86 days and the maximum reaches 365 days. This pattern supports the use
of LogAge to reduce the influence of very large age values while retaining their order. The zero
minima for slag, fly ash, and superplasticizer show that some mixtures did not contain these
constituents; consequently, a conventional Box-Cox transformation should not be applied
indiscriminately to these variables without a positive-value adjustment. The predictors also differ
substantially in scale. For example, the mean coarse-aggregate content is 974.38 kg/m?, compared
with 6.03 kg/m?® for superplasticizer. Because KNN calculates distance actoss predictors,
centering and scaling are essential to prevent high-magnitude variables from dominating neighbor
selection. These descriptive characteristics therefore provide empirical support for the
preprocessing and feature-engineering decisions described in the Method section.

2. Model Optimization Results (Tuning k)

The number of nearest neighbors was tuned using repeated 10-fold cross-validation within
the training data. Odd candidate values from k = 1 to k = 41 were compared using cross-
validated RMSE, and the candidate producing the smallest mean validation error was selected.
Figure 3 presents the relationship between k and the resampled RMSE.
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Tuning k KNN

RMSE

0 10 20 30 40
Jumilah Tetangga (k)

Figure 3. Optimization of & in the KNIN Model

The minimum cross-validated RMSE occurred at k = 3. This result indicates that, within the
candidate grid and resampling design used in this study, predictions based on a small local
neighborhood provided the best balance between sensitivity and smoothing. Values larger than
three produced progressively higher RMSE, suggesting that averaging over broader
neighborhoods blurred local differences among mixtures with distinct proportions and curing
ages. The term “optimal” is therefore conditional on this dataset, preprocessing pipeline,
candidate range, and resampling scheme; it should not be interpreted as a universally optimal k
for all concrete-strength datasets. The selected value was subsequently used to refit the model on
the complete training subset before evaluation on the held-out test subset.

3. Variable Importance Plot

To describe the marginal association between each predictor and compressive strength,
absolute Pearson correlations were calculated and ranked as shown in Figure 4. This graph is
retained as an exploratory predictor-ranking plot. It does not measure the change in KNN
performance caused by removing a variable and is therefore not a model-specific feature-
importance analysis.

Variable Importance (Korelasi Absolut)

LogAge
WaterCementRatio
Cement

sP

TotalAgg

Water

Q
o
©
=
(]
=

FineAgg
CoarseAgg

Slag

FlyAsh

o
o

0.2
Tingkat Kepentingan

o
'S

Figure 4. Absolute Correlation of Predictors with Compressive Strength

LogAge has the largest absolute correlation with compressive strength, followed by Water-
Cement Ratio and cement content. The ranking is physically plausible: curing time represents
strength development through hydration, whereas the water-cement balance and cement content
characterize central aspects of mixture composition. The result also supports the decision to
represent age on a logarithmic scale, because strength gain is generally more rapid at early ages
and slows as curing continues. Nevertheless, the ranking should be interpreted as marginal
association rather than causal influence or direct contribution to predictive accuracy. Correlated
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variables may share information, and KNN forms predictions from their joint standardized
distance rather than from separate regression coefficients.

4. Final Evaluation Metrics

Model performance was summarized using RMSE, MAE, and R? on the training and held-
out testing subsets (Table 2). The training metrics describe in-sample fit after model selection,
whereas the testing metrics provide the primary estimate of predictive performance for unseen
observations from the same data source. Comparing the two subsets helps identify a
generalization gap, but the test results (not the training results) should be emphasized when
reporting model performance.

Table 2. Model Evaluation Metrics Results

Evaluation Data Data
Metrics Training Testing
RMSE 3.92 5.56
MAE 2.81 3.74
R? 0.94 0.88

The test-set R? is 0.88, compared with 0.94 for the training data. Thus, the predictions account for
88% of the observed variation in compressive strength in the held-out subset relative to the test-
set mean. The reduction of 0.06 from training to testing, together with the higher test errors,
indicates a moderate and expected generalization gap. It does not by itself prove the absence of
overfitting, but the retained test performance suggests that the model continues to capture a
substantial portion of the strength variation in observations that were not used for fitting or
tuning.

On the testing data, RMSE is 5.56 MPa and MAE is 3.74 MPa, compared with training
values of 3.92 MPa and 2.81 MPa, respectively. MAE means that the prediction differs from the
observed strength by 3.74 MPa on average in absolute terms. RMSE should not be interpreted as
a second average-error bound; its larger value reflects the additional weight assigned to relatively
large errors. The RMSE-to-MAE difference of 1.82 MPa is consistent with the presence of
several observations whose errors are larger than the typical absolute deviation. Collectively, the
three test metrics indicate useful internal predictive performance, while their interpretation
remains conditional on the present train-test partition and UCI dataset.

5. Prediction vs Actual Plot (Training & Testing)

Figure 5 compares observed and predicted compressive strength for the training and testing
subsets. Agreement is evaluated relative to the 45-degree reference line (y = x): observations close
to this line have small prediction errors, while vertical deviations indicate underprediction or
overprediction. Different colors distinguish fitted training observations from genuinely held-out
test predictions.

KNN: Prediksi vs Aktual

k=3
L.
=%
S
60 20 5
e R o
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k] @i&"z:s‘- 3
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K e A
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20 oo

0 20 40 60 80
Actual

Figure 5. Actual vs Predicted Data Plot
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Most observations lie near the reference line, particularly in the middle of the observed
strength range, which is consistent with the test R* of 0.88. Dispersion is more visible for some
high-strength observations, indicating that local neighborhoods contain fewer closely comparable
mixtures at the upper end of the response distribution. The plot also shows a wider spread for
the test subset than for the training subset, consistent with the differences in RMSE and MAE
reported in Table 2. The figure supports the adequacy of k = 3 for this internal test set, but it
does not establish unbiased performance in other laboratories or mixture domains.

6. Residual Plot

Residuals, calculated as observed minus predicted strength, were plotted against predicted
values to examine the direction, spread, and possible structure of the prediction errors (Figure 6).
For a nonparametric prediction method such as KNN, this diagnostic is used to detect systematic
error patterns rather than to claim that all assumptions of a linear regression model are satisfied.

Figure 6 shows that residuals are distributed on both sides of the zero line without a
pronounced monotonic or curved pattern. This provides no strong visual evidence of systematic
underprediction or overprediction across most fitted values. Some larger residuals remain, which
is consistent with RMSE exceeding MAE. The plot should not be treated as a formal test of
constant variance, and homoscedasticity is not a prerequisite for KNN regression. Its principal
value here is to identify ranges in which errors widen and observations that may warrant further
investigation.

Residual Plot
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Figure 6. Residual Plot

7. Sample Prediction Results

Table 3 presents the first 10 observations from the held-out testing subset. The examples are
provided to show prediction behavior at the observation level and are descriptive rather than a
substitute for the aggregate metrics in Table 2. Error Difference is reported as the absolute
difference between observed and predicted strength in MPa.

Table 3. Comparison of Prediction Results

No  Actual Strength  Predicted Strength  Error Difference
1 79.98611 66.34368 13.64243
2 36.44777 34.52137 1.92640
3 28.02168 26.25594 1.76574
4 42.32693 48.40145 6.07452
5  40.56325 40.10590 0.45735
6  37.42752 40.04086 2.61334
7 52.90832 53.79039 0.88207
8  41.71950 41.87372 0.15422
9  41.54300 42.22880 0.68580

10 35.07640 36.90558 1.82918
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The absolute errors in these 10 examples range from 0.15 to 13.64 MPa. Rows 5, 7, 8, and 9
have errors below 1 MPa, whereas row 1 has the largest error (13.64 MPa) and row 4 has an error
of 6.07 MPa. Because no inferential significance test was performed for individual predictions,
the differences should be described by their magnitudes rather than as statistically significant or
nonsignificant. These cases illustrate why MAE and RMSE should be reported together: most
predictions can be close to their observed values while a smaller number of large deviations
increase RMSE.

Discussion in Relation to Previous Studies

The present findings support the broader evidence that mixture composition and curing age
contain substantial information for data-driven concrete-strength prediction. Earlier studies using
the same or related concrete datasets have likewise reported strong predictive performance from
machine-learning models (Al-Shamiri et al., 2020; Chou et al., 2014; DeRousseau et al., 2019;
Wan et al., 2021; Young et al., 2019). The result is also consistent with the use of an instance-
based learning approach for concrete and rock strength prediction reported (Hsieh, 2021). The
contribution of the present analysis is not to claim that KNN universally outperforms more
complex algorithms, but to show that a comparatively transparent local-learning model can
achieve R* = 0.88 on held-out data when domain-relevant features, distance-based preprocessing,
and cross-validated tuning are combined.

Direct numerical comparison with previous publications must be made cautiously. Reported
RMSE and R? values depend on the exact sample retained, duplicate handling, training-test
allocation, transformations, feature set, tuning grid, and validation protocol. Studies based on
random forests, boosting, neural networks, or ensemble methods may obtain different
performance because they model interactions and nonlinearities differently (Asteris et al., 2021;
Behnood & Golafshani, 2018; Fei et al., 2023; Li et al., 2023; Pakzad et al., 2023; Rathakrishnan
et al., 2022; Zhang et al., 2024). Accordingly, the current results establish an interpretable KINN
benchmark under the stated workflow rather than evidence of superiority over all alternative
models. A stronger comparative claim would require the competing algorithms to be trained and
evaluated on the identical resamples and test observations.

The practical interpretation is that the model may assist preliminary mixture screening or
provide a rapid estimate when the eight mixture and curing variables fall within the domain
represented by the dataset. Prediction quality may deteriorate for uncommon high-strength
mixtures, new material sources, different testing standards, or predictor combinations lying far
from the training observations. Consequently, the model should complement, not replace,
standardized compressive-strength testing. Its predictions are most defensible as decision support
before laboratory results become available.

Limitations and Further Validation

Several limitations qualify the findings. First, the evaluation is an internal validation based on
a single public dataset and one held-out partition; no independent laboratory or field dataset was
used. Second, uncertainty intervals for RMSE, MAE, and R? were not estimated, so sampling
variability around the reported values remains unknown. Third, absolute correlation provides
only a univariate descriptive ranking and does not quantify KINN-specific feature contribution.
Fourth, the final model was not compared under an identical validation design with simpler
baselines or alternative machine-learning algorithms. Future work should use repeated nested
validation or an external dataset, report uncertainty intervals, evaluate permutation-based
importance or ablation analysis, and compare KNN against a mean predictor, linear regression,
tree-based ensembles, and other established models. These extensions would clarify both the
robustness of the selected k and the incremental benefit of the engineered features.
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Conclusion

This study developed a KNN regression model for estimating concrete compressive strength
using 1,005 unique observations, eight original mixture and age variables, and three engineered
predictors: LogAge, Water-Cement Ratio, and Total Aggregate. Repeated 10-fold cross-validation
identified k = 3 as the best candidate within the evaluated range of odd values from 1 to 41. On
the held-out testing data, the model achieved an R? of 0.88, RMSE of 5.56 MPa, and MAE of
3.74 MPa. These results indicate that the model captured a substantial proportion of test-set
variation while maintaining an average absolute prediction error of 3.74 MPa. The difference
between the training and testing results represents a moderate generalization gap rather than
definitive evidence that overfitting is absent. LogAge showed the largest absolute correlation with
strength, followed by Water-Cement Ratio and cement content, supporting the relevance of
curing time and mixture balance. These correlations, however, should be interpreted as marginal
associations rather than causal effects or KINN-specific feature importance. Practically, the model
can support preliminary mixture screening and rapid quality-control decisions when new
observations fall within the data domain represented in the training set. It should complement,
not replace, standardized laboratory testing. Because the evaluation used a single public dataset
and internal train-test validation, future studies should assess external laboratory or field data,
quantify uncertainty in the performance metrics, evaluate feature contributions through
permutation or ablation analysis, and compare KNN with baseline, tree-based, ensemble, and
other established regression models under an identical validation design.
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